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Programming Model Programming Language / Library

Multi - Tasking pthreads , OPENCL, Linda, Ada, Cilk,
PGAS, ...

Message Passing MPI, PVM, CSP channels, actors ...

Implicit ~ Parallelism Map/Reduce, PLINQ, HPF, Lisp, Fortress

Mixed OpenMP & Co., Scala, Erlang , X10,
Clojure ...
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CPU vs. GPU Architecture
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Host Interface
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Yy Shared nothing y" Shared memory
y Pfister: Adi st r imeumtoe o fiy Pfister: Ashar ed memor
put ey Roster: Amul ti process

Yy Tanenbaum : Ashar ed me

@ O) / \Y# O)

Processor Processor
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Shared Data

Message
Message
Message
Message




Hasso
. : Plattner
Data Parallelism and Task Parallelism ﬂ Institut

Data Parallelism Task Parallelism
: : : : : Input Data
Task | Task || Task || Task || Task || Task Parallel
1 1 1 1 1 1 Processing

bb 44 b

| ' ' ' I Result Data
Aggregation Aggregation
Task Task

) v
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Data Parallel / SIMD Task Parallel / MIMD
SM-SIMD SM-MIMD
GPU, Cell, SSE, AltiVec ManyCore/SMP system
Shared Memory
Vector processor
(SM) P
DM-SIMD DM-MIMD
Shared Nothing /| processor -array systems cluster systems
Distributed Hadoop MPP systems

Memory (DM)

Note: Task-parallel execution environments are easily also usable as data-parallel
execution environment, but not optimized for it
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Wide Varity of Application Domains Institut
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Statistical constraints on E i Braphic processors to speed-
binary black hole inspi... N up simulations for the...

Rasearch
Medical
Video and Photo |
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Fixed Function A 1980s -1990s; configurable , not programmable;
Graphic Pipelines first APIs (DirectX, OpenGL); Vertex Processing

LIyl CHSEEINEIN A Since 2001: APIs for Vertex Shading, Pixel
Time Graphics Shading and access to texture ; DirectX9

Unified Graphics and A 2006: NVIDIAs G80; unified processors arrays;
Computing Processors three programmable  shading stages ; DirectX10

General Purpose GPU A compute problem as native graphic operations;
(G PGPU) algorithms as shaders; data in textures

A Programming CUDA; shaders programmable ;
load and store instructions : barriers ; atomics

GPU Computing

ParProg | GPU Computing | FF2011



Open Compute Language (
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AMD

ATI

NVIDIA

Intel

Apple

Merged, needed
commonality across

products

GPU vendor 1 wants
— to steal market
share from CPU

CPU vendor 1 wants
— to steal market
share from GPU

Was tired of recoding
____ for many core, GPUs.
Pushed vendors to

standardize.
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OpenCL)
NoKi
S Sony
Ericsson Texas
\ Instruments
Wrote
a Khronos “g,‘“» |
draft Compute S /‘
&
straw Group
man formed OpenCL
API

Blizzard \

IBM

[5]
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Open Compute Language ( OpenCL) |

< <

Hardware vendors, system OEMs, middleware vendors, application developers

OpenCLbecame an i mportant standard #Aon r
coverage of the companies behind it.

OpenCL implementations already exist for AMD and NVIDIA GPUs, x86 CPUs

Use all computational resources in system
Program GPUs, CPUs, and other processors as peers
Efficient C-based parallel programming model

—_—( (=

Abstract the specifics of underlying hardware
Abstraction is low-level, high-performance but device-portable
I Approachable i but primarily targeted at expert developers
| Ecosystem foundatonino mi ddl eware or ficonveni
Implementable on a range of embedded, desktop, and server systems

I HPC, desktop, and handheld profiles in one specification
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Programming Models

AMD: ATI Stream SDK
y" Today: focus on OpenCL

NVIDIA: Common Unified Device Architecture
y" CUDA C/C++ compiler, libraries, runtime

y" Mature: literature, examples, tool,
development support

Khronos Group: OpenCL

Open standard for portable, parallel programming
of heterogeneous parallel computing CPUs, GPUs,
and other processors
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ATl

STREAM

. TECHNOLOGY

<ANVIDIA.
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OpenCL Platform Model

Hasso

Processing -
Element \ @ E‘E

Compubé Unit

/

Host

Compute Device

[4]

y" OpenCL exposes CPUs, GPUs, and other

y Eachideviccoendt ai ns

y Each

Acomput e
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P
The BIG idea behind OpenCL Institut

OpenCLexecution model € execut e
problem domain .

aa kerne

Traditional loops Data Parallel OpenCL
void kernel wvoid
trad_mul(int n, dp_mul{global const float *a,
const float *a, global const float *b,
const float *b, global float *c)
float *c) *{
{ int 1d = get global 1d(0);
int 1;
for (1=0; i<n; 1i++) c[id] = a[id] * b[id]:

c[i] = ali] * b[1i];

} } // execute over “n” work-items

E.g., process a 1024 x 1024 image with one kernel invocation per
pixel or 1024 x 1024 = 1,048,576 kernel executions

ParProg | GPU Computing | FF2011
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OpenCL Execution Model

Parallel work is submitted to devices by launching kernels

<

NDRange ), broken up
Awor k i1 temso

Kernels run over global dimension index ranges (
i nto Awork groupso, and

<

Yy Work items executing within the same work group can synchronize with
each other with barriers or memory fences

Yy Work i t ems i n di
by launching a new kernel

wor k groups canbod

work-group size Sx

fferent

=l
1

work-group (w,, wy)

NDRange size G

ParProg | GPU Computing | FF2011
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NDRange size G

work-item work-item
fw, Sxos“ "'y Sy's’,' (wy Sx-sl "‘,f Sy.s, )
(5,.5};: {0, 0) (Sy. sy,:'Sx-'.GJ
work-item work-item
(wy Sx‘sx wy Sy'sy w, Sx‘sx Wy Syos:/
(s’.syi=v'0 S’JJ y'sx.s,,'zts‘-.' Sydl

work-group size S

[4]
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OpenCL Execution Model
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¥ 7 L
s S -7
/] -
NDRange size Gy
= Ny
1 e
| — o |
I 1
NDRange size G,

An example of an
and their
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work-group size S,

X

work-group (Wx N wy)

work-item

(WX SX.SX R Wy Sny;')

(5y.8,) =10.0)

work-item
(W, Sx‘sx' wy Syosy,'

(5. 8,)=(0.5,1)

work-item
(W, Sx*s)(' wr Syosy;

Sy syi = (Sx-v. 0)

work-item
(w8 +5 wr SyQSy/

¢ sl ke e
(sx,s_/zst-r. Sy-U

NDRange index space showing work
mapping onto the pair of work

Hasso

work-group size S

-items, their global IDs
-group and local IDs.
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An OpenCL kernel is executed by  an array of work items.
y" All work items run the same code (SPMD)

y" Each work item has an index that it uses to compute memory
addresses and make control decisions

threads 0l1]2]3]4 5|6‘T|

int id = get_global_id[ﬂ];

result[id] = a[id] + b [id];

[1]



Work Groups: Scalable Cooperation

21

Divide monolithic work item array into work groups

Yy Work items within a work group cooperate via

memory

, atomic operations

and barrier

shared
synchronization

Yy Work items in different work groups cannot cooperate

work items

work group 0

work group 1

0 1 2

3

4

5

g

10

11

12

int id = get glcbal idi{0);
= alid] + b [id]:

regult[id]

result[id]

int id = get global id{0);
= al[id] + b [id]:
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OpenCL Memory Architecture

Compute Device

Private
memory 1

Compute unit 7

Private
memory M

Compute unit Nf

Private
memory 7

Private
memory M
PE M

4I— 4I— " EE
PE 71 PE M PE 1
Local Local
memory 1 memory N

Global/Constant Memory Data Cache

A

A

h

Global Memory

Constant Memory

Compute Device Memory
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Private
Per work -item

Local
Shared within
a workgroup

Global/
Constant

Visible to
all workgroups

Host Memory
On the CPU
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Yy Memory managementis explicit : you must move data from host
Y global Y | oc al ébackn d

Description/  Characteristics
Type

Global __global Shared by all work items ; read/write ; may be
Memory cached (modern GPU), else slow; huge
Private ___private For local variables; per work item; may be
Memory mapped onto global memory (Arrays on GPU)
Local __local Shared between workitems of a work group ;
Memory may be mapped onto global memory (not

GPU), else fast; small

Constant ___constant Read-only, cached ; add. special kind for GPUs:
Memory texture memory
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24
A subset of ISO C99 - without some C99 features

Yy headers , function pointers, recursion, variable length arrays ,
and bit fields

A superset of ISO C99 with additions for
Yy Work -items and workgroups
y" Vector types (2,4,8,16). endian safe, aligned at vector length
Yy Image types mapped to texture memory
y" Synchronization
y' Address space qualifiers

Also includes a large set of built  -in functions for image manipulation,
work -item manipulation, specialized math routines, vectors , etc . [5]
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Building and Executing OpenCL Code
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Kernel Program

(@ .
GPU Binary
Code Compile for GPU Represen -

of one tation

or

more CPU Binary
Kernels Compile for CPU Represen -

a ) tation

OpenCL codes must be prepared to deal with much
greater hardware  diversity (features are optional and
my not be supported on all devices) Y compile code
that is tailored according to the device configuration

ParProg | GPU Computing | FF2011
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An OpenCL application runs on a host which submits  work to the
compute devices . Kernels are executed in contexts defined and
manipulated by the host .

Yy Work item : the basic unit of work on an
OpenCL device.
y" Kernel :the code for a work item. Basically
a C function
y" Program : Collection of kernels and other i i
functions (Analogous to a dynamic library) ' mar
y" Context : The environment within which —
work -items executes € i nclanddes
their memories and command queues —

Yy Queue : used to manage a device. (copy memory, start work
i t em, -ér)lerVs.rout -of-order execution [5]



OpenCL Context
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y* Contains one or more devices

Yy OpenCL memory objects are
associated with a context, not a
specific device

Yy clCreateBuffer () isthe main data
object allocation  function

[ error if an allocation is too
large for any device in the
context

y' Each device needs its own work
queue(s )

y" Memory transfers are associated
witha command queue ( thusa
specific device)
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OpenCL Context

OpenCL Device

10
L0

LI
LIL]

10
L0

10
LI

OpenCL Device

L0
10

LI

L0
10

LI

L[]
L[]

LI
LI
LI

10
[0

LI
LI
LI

[1]




OpenCL Device Command Execution
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y° Command -queue - coordinates execution of kernels

~
~
~
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Kernel execution commands

Memory commands:

Synchronization commands:
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transfer or mapping of memory object data

constrains the order of commands

Application Command — Cmd Queue
Cmd Queue
Command > Q
OpenCL Device OpenCL Device
00| [00][0g][0o Oo|[O0o|[oo|[oc
00| |[00|([00|([00 00|([00||[00)([00
Oo|[oo|[oo|[oo
OpenCL Context JU/ 00100100

[1]
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Yy Kernel body is instantiated once for each work item; each

gett

ing an unique index

kernel void vec_add (__glcbal const float *a,
__global const float *b,
__global float *c)

int gid = get global id(0);
c[gid] = a[gid] + b[gid];

» Code that actually executes on target devices

[5]
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F/ bnild the program
err = clBuildProgramiprogram, ©, HNULL, NULL, NULL,

NULL])

/f create the CpenCl context on a GPU device - I
cl context = clCreateContextFromIvpe (0,
T CL DEVICE TYPE GFU, NULL, NULL, NWULL); /) creats the ksrnel
kernel = clCreateRernel (program, “wvec add”, NULL):
/4 get the list of GPU devices associated with
| montext _ // set the args values
clGetContextInfo (context, CL CONTEXT DEVICES, 0O, err = clSetEernellrg(kernel, 0, (void *) &memobjs[0],
_ ) _ WULL, &ch): sizeof (cl mem)):
devices = malloc(cb); err |= clSetKernellrg{kernel, 1, (void *)&memcbis[l],
clGetContextInfo (context, CL CONTEXT DEVICES, chb, gizeof (cl mem)):
devices, NULL): - - _ L - . A
err |= clSetEernellirg(kernel, 2, (volid *)&memobis[Z],

. sizeof (cl mem));
/{ create a command-gusue (cl_mem))
cmd queus = clCreateCommandlusue (context, e . _ .

Aevicesn], 0, NULL): global work size[0] = n;

// set work-item dimensions

S/ 2xecute kernsl
err = clEngueneNDRangeEernel (cmd queue, kernel, 1,
NULL, glcbal work size, NULL, O, NULL, HULL):

/f allocate the buffer memory objects
memobjs[0] = clCreateBuffer (context,
CL MEM EREAD ONLY | CL MEM COPY HOST PIR,
sizsocf{cl float) *n, STch, - -

NOLL) ; } // read output array
memobjs[1] = clCreateBuffer (context,CL MEM RERD ONLY err = clEngueusReadBuffer (cmd queues, memobjs[2],
CL MEM COPY HOST PIR, SleDficl_fzﬁatT*p, srcB, CL TRUE, 0, n*sizeof(cl float), dst, 0, NULL, NULL);

., |
memobjs[2] =
clCreateBufifer (context,CL MEM WRITE ONLY,
zizeof(cl floatc) ¥m,
NWULL, -

J/ creatse the program

program = clCreateProgramdithSource (context, 1,
Eprogram source, NULL, NULL);

[5]
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Vector Addition: Host Program
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Astandard fi overhead
for an OpenCL program
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